
 

 

 

ScaleDB for MySQL  

ScaleDB for MySQL is an enterprise-class transactional plug-in storage engine for MySQL that delivers superior 

performance, scalability and flexibility. ScaleDB enables MySQL to outperform commercial databases in many 

situations. ScaleDB for MySQL is ideally suited for mission-critical OLTP, DSS/OLAP, and Web-based applications. 

ScaleDB for MySQL combines two innovative technologies that deliver significant advantages: (1) Relationship-

aware multi-table indexing; and (2) A shared-everything architecture designed for simple Plug-and-CƭǳǎǘŜǊϰ 

scalability. 

These technologies enable ScaleDB for MySQL to deliver superior performance and scalability, while lowering 

the total cost of ownership (TCO). ScaleDB for MySQL enables your MySQL application to scaleτespecially for 

OLTP applicationsτavoiding the need to rely on commercial databases for this mission-critical functionality. As 

such, you can build and manage a homogenous MySQL database infrastructure for your applications.  

ScaleDB for MySQL provides the following capabilities: 

     ω   Innovative high-speed indexing 
     ω   Plug-and-/ƭǳǎǘŜǊϰ ǎƛƳǇƭƛŎƛǘȅ 
     ω   Automatic data recovery 
     ω   !/L5 ŎƻƳǇƭƛŀƴŎŜ  
     ω   {ƘŀǊŜŘ-everything architecture 
 

ω   IƛƎƘ-performance transaction processing   
ω   DǊŀŎŜŦǳƭ Ŧŀǳƭǘ-tolerance 
ω   wƻǿ-level locking 
ω   aǳƭǘƛ-node concurrency control 

Innovative Indexing Delivers a Dramatic Performance Boost 

Most databases use B-tree indexing, which only indexes the data in the tables. ScaleDB for MySQL uses an 

innovative multi-table relationship-aware indexing engine that indexes the data in tables and the relationships 

between tables. One might expect that such a powerful indexing mechanism would require more resources and 

hand-tuning. In fact, the ScaleDB for MySQL index is typically 7-times smaller than comparable B-tree indexes. 

The relationships are discovered through the create statements, so there is no hand-tuning required for this 

index. 

With ScaleDB for MySQL, queries addressing data spread across a large number of tables involve only a single 

index read! This enables ScaleDB for MySQL to deliver the blazing performance of materialized views without 

the underlying headaches of stale data and synchronization between the master data and the materialized 

views. Lƴ ŜŦŦŜŎǘΣ {ŎŀƭŜ5.Ωǎ ƛƴƴƻǾŀǘƛǾŜ ƛƴŘŜȄƛƴƎ ŜƭƛƳƛƴŀǘŜǎ ǘƘŜ ǇŜǊŦƻǊƳŀƴŎŜ ǇŜƴŀƭǘȅ ƻŦ ǘǊŀŘƛǘƛƻƴŀƭ ƧƻƛƴǎΦ .ȅ 

eliminating the performance penalty inherent in joins, application developers enjoy unprecedented flexibility in 

designing their applications. This is particularly appealing to richly interlinked applications in areas such as social 

networking and web 2.0.  

Example: Using B-tree, you could search a customer table by customer ID. However, if that customer was related 

to a number of invoices maintained in a separate table, you would need to execute a join to find the invoices for 

the customer.  Because it is a relationship-aware multi-table index, ScaleDB represents the customer 

information and the invoices as if they are in the same table. As a result, ScaleDB delivers dramatic performance 

improvements relative to B-tree indexing.  



 

 

 

Additional technical information about ScaleDB indexing is available at: 

http://www.scaledb.com/ScaleDB_Technology.asp 

Plug-and-/ƭǳǎǘŜǊϰ !ǊŎƘƛǘŜŎǘǳǊŜ tǊƻǾƛŘŜǎ {ŜŀƳƭŜǎǎ {Ŏŀƭŀōƛƭƛǘȅ 

ScaleDB for MySQL implements a shared-everything architecture that makes scaling your application a breeze. 

The shared-everything architectureτuntil now relegated to high-end commercial databasesτavoids the 

headaches of data partitioning. Instead, scaling your application is as simple as plugging a new server into the 

cluster. 

A ScaleDB for MySQL cluster can be deployed using standard commodity-priced servers, storage and networking 

hardware, enabling low-cost parallel computing. It creates a single unified image of the database, making 

application development, deployment and maintenance quick and easy.  

ScaleDB for MySQL uses OS-level file clustering to implement the shared storage. This is similar to the Red Hat 

Global File System and Windows Server 2003 clustering. This enables multiple nodes to have concurrent access 

to the same data. ScaleDB for MySQL then uses a proprietary dynamic synchronization protocol to manage the 

ǎƘŀǊƛƴƎ ŀƴŘ ǎȅƴŎƘǊƻƴƛȊŀǘƛƻƴ ƻŦ ǘƘŜ ŘŀǘŀΦ {ŎŀƭŜ5.Ωǎ Ǝƭƻōŀƭ lock manager eliminates update conflicts without 

sacrificing performance. 

Fault tolerance is inherent in the ScaleDB for MySQL architecture. In the same way that the cluster can be 

expanded through the addition of new hardware, it also gracefully handles server failure, providing continuous 

availability without a single point of failure. Each node on the cluster maintains its own log file. In the case of 

failure of one or more nodes, the remaining nodes on the cluster back out the uncommitted transactions from 

the failed nodes and reroute new transactions to one of the available nodes. This process is completely 

transparent to the application.  

ScaleDB for MySQL Benefits 

     ω   The multi-table relationship-aware index delivers dramatic performance improvements 

     ω   Multi-table indexing is automated, making it transparent to application design and development 

     ω   Referentiŀƭ ƛƴǘŜƎǊƛǘȅ ƛǎ ƳŀƛƴǘŀƛƴŜŘ ǿƛǘƘƻǳǘ ǇŜǊŦƻǊƳŀƴŎŜ ǇŜƴŀƭǘȅΤ ǘƘŜǊŜΩǎ ƴƻ ƴŜŜŘ ǘƻ ŜȄŜŎǳǘŜ ǉǳŜǊƛŜǎ ƻǊ  

          triggers to validate the referential integrity 

     ω   Enables a new breed of application functionality by eliminating the performance penalty of joins 

     ω   The Plug-and-/ƭǳǎǘŜǊϰ ŀǊŎƘƛǘŜŎǘǳǊŜ ǇǊƻǾƛŘŜǎ ǎŜŀƳƭŜǎǎ ǎŎŀƭŀōƛƭƛǘȅ ŀƴŘ Ŧŀǳƭǘ-tolerance 

     ω   ¸ƻǳ ǿƻƴΩǘ ƻǳǘƎǊƻǿ aȅ{v[Σ ŜƴŀōƭƛƴƎ ȅƻǳ ǘƻ ŀǾƻƛŘ ŜȄǇŜƴǎƛǾŜ ǇƻǊǘƛƴƎ ŀƴŘ ƭƛŎŜƴǎƛƴƎ ƛƴ ŀ ƳƻǾŜ ǘƻ ŀ  

          commercial database   
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